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Chapter#0 Spark Streaming

RDD

stream input data Spark processed data

input data \batches of batches of
Spark

Streaming Engine

(Time-based) micro batch

5 STORM

Record level streaming

:Flink




Chapter#0 Spark Streaming

input data batches of batches of
stream Spark input data Spark processed data

Streaming Engine

// Create the context with a 1 second batch\size
val sparkConf = new SparkConf().setAppName("N&tworkWordCount")

val ssc = new StreamingContext(sparkConF,iSeconds(lj)
L 1
// Create a socket stream on target ip:port and count the
// words in input stream of \n delimited text (eg. generated by 'nc')
// Note that no duplication in storage level only for running locally.
// Replication necessary in distributed scenario for fault tolerance.
val lines = ssc.socketTextStream(args(@), args(l).toInt, StoragelLevel.MEMORY_AND DISK_SER)
lines.flatMap(_.split(" "))

val wordCounts = words.map(x => (x, 1)).reduceByKey(_ + _)

val words

wordCounts.print()
ssc.start()

ssc.awaitTermination()

https://github.com/apache/spark/blob/master/examples/src/main/scala/org/apache/spark/examples/streaming/NetworkWordCount.scala

4



Chapter#0 Spark Streaming

input data batches of batches of
stream Spark input data Spark processed data

Streaming Engine

// Create the context with a 1 second batch size
val sparkConf = new SparkConf().setAppName("NetworkWordCount")

val ssc = new StreamingContext(sparkConf, Seconds(1))

// Create a socket stream on target ip:port and count the

// words in input stream of \n delimited text (eg. generated by 'nc')

// Note that no duplication in storage level only for running locally.

// Replication necessary in distributed scenario for fault tolerance.

‘val lines = ssc.socketTextStream(args(0), args(1).toInt, Storagelevel.MEMORY_AND_DISK_SER) |
lines.flatMap(_.split(" "))

val words E
val wordCounts = words.map(x => (x, 1)).reduceByKey(_ + _) i

wordCounts.print()
ssc.start()

ssc.awaitTermination()

https://github.com/apache/spark/blob/master/examples/src/main/scala/org/apache/spark/examples/streaming/NetworkWordCount.scala
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nc -1k 9999

bin/run-example org.apache.spark.examples.streaming.NetworkWordCount localhost 9999

Hey, I am Hyukjin Kwon and I am so active on Spark and I really love it too :)
You know what? Hello world!

(Hyukjin,1)
(Hey, ,1)
(1,3)
(love,1)
(it,1)
(really,1)
(Kwon, 1)
(am,2)
(so,1)
(too,1)

(Hello,1)
(what?,1)
(know, 1)
(You,1)
(world!,1)

Terminal 1 Terminal 2




Chapter#0 Spark Streaming

nc -1k 9999

bin/run-example org.apache.spark.examples.streaming.NetworkWordCount localhost 9999

Hey, I am Hyukjin Kwon and I am so active on Spark and I really love it too :)
You know what? Hello world!

! (Hyukjin,1) i
| (Hey,,1) |
1 (1,3) i
i (love,1) i
1 (it,1) i
i (really,1) i
I (Kwon,1) i
i (am,2) A

i e o | O AROIM 24 COIE{E Hi2H=T batch
2| 31717t k2.

i (Hello,1) i

i (what?,1) i

| oty i (StreamingContext.remember(...) S
j (orien L SR IIs25IK|DL.)

Terminal 1 Terminal 2
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Use case: lol Device Monitoring

Anomaly detection

- Learn modelsoffline
- Use online+continuous

learning ﬁ
loT events event stream @
from Kafka

ETL into long term storage
- Preventdata loss

Status monitoring - Preventduplicates Interactively
- Handle late data debugissues
- Aggregate on windows - consistency

oneventtime
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Make The Best For Smart Business

7

new data

N

- " . )
batch layer serving layer
batch view
- - o
master dataset w
batchview |--==---~
——
—_— -
r -7 - \
speed layer

real-time view

-
-
-
- -
P -
-
-

l real-time view I

-
-
-
-

Lambda Architecture

http://lambda-architecture.net/
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agl.

Dstream?} €| Dataframe/DataSet APl 227 |7} S&SIC{7L}

Computation optimisation0| &/SC|7{L..

Fault tolerance 2t2|7} &/SC7LE..

Sink 2k=7 7t &lSCALL-

MCI7F HH |

HEdE=
T=T="--
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Chapter#1 Structured Streaming Overview

Data stream Unbounded Table

new data in stream

new rows appended
to inputtable

Data stream as an unbounded Input Table

Batch &= OK! Streaming X2|= OK!

https://databricks.com/blog/2016/07/28/structured-streaming-in-apache-spark.html
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Chapter#1 Structured Streaming Overview

import spark.implicits._

// Create DataFrame representing the stream of input lines from connection to host:port
val lines = spark.readStream

.format("socket™)

.option("host", host)

.option("port", port)

.load()

/ Split the lines into words
al words = lines.as[String].flatMap(_.split(" "))

/ Generate running word count

al wordCounts = words.groupBy("value").count()

| Ck3| word count

D

// Start running the query that prints the running counts to the console
val query = wordCounts.writeStream

.outputMode("complete™)

FYI - Processing interval2 default 2 0
Z... 0| ELIH Hi= Agis 0 2LFH HE
2 Malist £ ofo|&h

.format("console")
.start()

query.awaitTermination()

https://github.com/apache/spark/blob/master/examples/src/main/scala/org/apache/spark/examples/sql/streaming/StructuredNetworkWordCount.scala

13



Chapter#1 Structured Streaming Overview

nc -1k 9999
./bin/run-example org.apache.spark.examples.sql.streaming.StructuredNetworkWordCount localhost 9999
Hey, I am Hyukjin Kwon and I am so active on Spark and I really love it too :)
You know what? Hello world!
Batch: @
_____________________ [ommmmm e sy
Fommmmm Fmmm-- + ! !
| value|count]| L nECEEEEEEE H
PR fmmmmm + | Batch: 1 i
| love| 1] i --------------- H
| too| 1] oo hoemosk
|Hyukjin| 1] : | value|count]| !
| Kwon| 1] poo Homm * i
| active| 1| E | what?| 1 H
| | 1] i |  love| 1| !
| ey, x| el
. 1 |Hyukjin| 1| i
l it| 1 i | Kwon]| 1] i
| really| 1 i | world!]| 1| i
| and| 2| i | active| 1] H
| B 1] H | on| 1| H
I 1l 3 bl eyl 1l
| Spark]| 1] N | it] 1] i
| so| 1] bl voul 1] i
| am| 2| i | Hello] 1| !
Hmmmmen 4omee- + 1| really| 1] i
b1 andl 2] i
A I I N
[ 1| 3] i
i : Spark: 1: E
! so 1 H = -
1 w2 | D OOIEE EiXM batchZ X2|E (XX
i | know| 1] i
! Fmmmmmm e + i
L
.

Terminal 1 Terminal 2




Chapter#1 Structured Streaming Overview

Trigger: every 1 sec
v g8 y

. 1 2 3
Time i | | >
Y \4 Y

Input  dataup data up data up
tol to2 to 3

Query

Complete Mode: &4 AHI0IE El outpute| HA|

Append Mode: F7t&|= =&t update gi0|..

== YUH[O|E SHHA.,

rr

Update Mode: &2 &



Chapter#1 Structured Streaming Overview

nc
a catdog dog
owl cat
dog dog owl
: 1 2 3
Time | I —>
4 4 4
Input catdog | data up catdog | data up catdog | data up
Unbounded dogdog  to t=1 dogdog | to t=2 dogdog | to t=3
table of all input owlcat 02’(');“

owl

word count query

Y Y Y
cat | 1| resultu cat | 2| resultu cat | 2| resultu
ReSUIt d tot=1 ’ dog |3| to t=2 ’ dog | 4 P
og |3| tot= 0g ot= 08 to t=3
Tablde of owl | 1 owl |2
wora counts - _ _
l L SHAF CF &2 % Zap

Output a ﬂ a

Complete Mode print all the counts to console

https://spark.apache.org/docs/latest/structured-streaming-programming-guide.html
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Chapter#1 Structured Streaming Overview

Arrivin g phonel, 2:01, open phonel, 2:03, close
phone2, 2:05, open
Records phone2, 1:58, open phone3, 1:59, open
System 12:02 12:04 12:06
Time | | | >

v \ v

phonel, 2:01,open data up | phonel,2:01,o0pen data up |phonel,2:01,open data up

Input Table
P phone3, 1:58,open t0 2:02 phone3, 1:58,open | t0 2:04 phone3, 1:58,open | t0 2:06
phonel, 2:03, close phonel, 2:03, close
phone4, 1:59, open phone3, 1:59, open
phonel, 2:05, close
Query state state
i phonel, 2:01, open phonel, 2:01, open phonel, 2:01, open i
Output E phone3, 1:58, open phone3, 1:58, open phone3, 1:58, open i
E phonel,2:03, close phonel, 2:03, close i
Append Mode| phone4, 1:59, open phone3, 1:59, open
! ’ honel, 2:05, close = : =
i phone. ME2 ot hrjz =7}

https://spark.apache.org/docs/latest/structured-streaming-programming-guide.html
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Chapter#1 Structured Streaming Overview

Arriving phonel, 2:01, open phonel, 2:03, close i A

Records phone2, 1:58, open phone3, 1:59, open e
System 12:02 12:04 12:06

Time I | | g

v \ v

phonel, 2:01,open data up | phonel,2:01,o0pen data up |phonel,2:01,open data up

In
pUt Table phone3,1:58,open t0 2:02 phone3,1:58,open | t0 2:04 phone3,1:58,open | t0 2:06
phonel, 2:03, close phonel, 2:03, close
phone4, 1:59, open phone3, 1:59, open
phonel, 2:05, close
Query <>——> state —><>——> state
e — vl """""""" Vl """""""" tup |
i open | 2:00 | 1 | resultu 2:00 | 1 | resultu 2:00 | 2 | resultup !
| Result Table = PV - g T fopen pyas
i open | 1:00 | 1 | to 2:02 open | 1:00 | 2 | t02:04 open | 1:00 | 2 | t0 2:06 i
i close | 2:00 | 1 close | 2:00 | 1 i
i Output open | 2:00 | 1 open | 1:00 | 2 open | 2:00 i
| Update Mode open | 1:00 | 1 close | 2:00 | 1 . YOO|E &l ==

https://spark.apache.org/docs/latest/structured-streaming-programming-guide.html
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Chapter#1 Structured Streaming Overview

input = spark.read
.format("json")
.load("source-path")

Read from Json file

result = input

-select("device”, "signal”)  Select some devices
.where("signal > 15")

result.write
.format("parquet") . i
.save("dest-path") Write to parquet file

7|Z& DataFrame load sH= ZE0]|A]..

19



Chapter#1 Structured Streaming Overview

input = spark.read
.format("json")
.load("source-path")

Read from Json file

result = input

-select("device”, "signal”)  Select some devices
.where("signal > 15")

result.write
.format("parquet")

.save("dest-path") Write to parquet file

input = spark.read
.format("json")

result = input

.select("device", "signal")
.where("signal > 15")

result.write

.format("parquet")
.startStream("dest-path")

.stream("source-path")

Read from Json file stream
Replace 1oad () with stream()

Select some devices
Code doesnotchange

Write to Parquet file stream
Replace save () with startStream()

http://www.slideshare.net/databricks/a-deep-dive-into-structured-streaming

20



Chapter#1 Structured Streaming Overview

input.avg("signal")

input.groupBy(
$"device-type",
window($"event-time-col”, "10 min"))

. . .avg("signal")
input.groupBy("device-type")

.avg("signal")

Windows Aggregation OK! (7|Z DstreamOi|A| CHEHRAS!)
Aggregation OK!

kafkaDataset = spark.read
.kafka("iot-updates™)
.stream()
Streamz} Static tablezte| QI
staticDataset = ctxt.read 7ts!
.jdbc("jdbc://", "iot-device-info")

joinedDataset =
kafkaDataset.join(
staticDataset, "device-type")

21
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Chapter#2 Structured Streaming Internals

Batch Execution on Spark SQL

DataFrame/ Logical
Dataset Plan
Abstract

representation
of query

7|= Dataframez} OFXE7HX| 2 Za MM

== Parsed Logical Plan ==
Aggregate [value#8], [value#8, count(1l) AS count#13L]
+- SerializeFromObject [staticinvoke(class org.apache.spark.unsafe.types.UTF8String, StringType, fromString, input[®, java.lang.
+- MapPartitions <functionl>, obj#7: java.lang.String
+- DeserializeToObject cast(value#48 as string).toString, obj#6: java.lang.String
+- Project [value#46 AS value#48]
+- LocalRelation [value#46]

23



Chapter#2 Structured Streaming Internals

Batch Execution on Spark SQL

DataFrame/ Logical
Dataset Plan

SOLAST Analysis Logical Physical Code

Optimization Planning L Generation
. r B elected
3 O
DataFrame CALESTE Logical Plan e Physical = Physical RDDs
Logical Plan Logical Plan| Y|  plans @ Blan
(o]
O

Dataset Catalog




Chapter#2 Structured Streaming Internals

Batch Execution on Spark SQL

DataFrame/ Logical

Dataset Plan Planner

== Analyzed Logical Plan ==

value: string, count: bigint

Aggregate [value#8], [value#8, count(1l) AS count#13L]

+- SerializeFromObject [staticinvoke(class org.apache.spark.unsafe.types.UTF8String, StringType, fromString, input[@, java.lang.

+- MapPartitions <functionl>, obj#7: java.lang.String
+- DeserializeToObject cast(value#48 as string).toString, obj#6: java.lang.String
+- Project [value#46 AS value#48]
+- LocalRelation [value#46]

== Optimized Logical Plan ==
Aggregate [value#8], [value#8, count(l) AS count#13L]
+- SerializeFromObject [staticinvoke(class org.apache.spark.unsafe.types.UTF8String, StringType, fromString, input[@, java.lang.
+- MapPartitions <functionl>, obj#7: java.lang.String
+- DeserializeToObject value#46.toString, obj#6: java.lang.String
+- LocalRelation [value#46]

== Physical Plan ==
*HashAggregate(keys=[value#8], functions=[count(1)], output=[value#8, count#13L])
+- Exchange hashpartitioning(value#8, 200)
+- *HashAggregate(keys=[value#8], functions=[partial_count(1)], output=[value#8, count#27L])
+- *SerializeFromObject [staticinvoke(class org.apache.spark.unsafe.types.UTF8String, StringType, fromString, input[@, jau
+- MapPartitions <functionl>, obj#7: java.lang.String
+- DeserializeToObject value#46.toString, obj#6: java.lang.String
+- LocalTableScan [value#46]

25



Chapter#2 Structured Streaming Internals

DataframeS 4d5t= CHA0|IM 2t File2] SchemaZ 2i=L}.

-

irva'L region_df = sqlContext.read.load("hdfs://localhost:9000/user/vagrant/parquet/region")
region_df.registerTempTable("region")

—I_rval nation_df = sqlContext.read.load("hdfs://localhost:9000/user/vagrant/parquet/nation") H
nation_df.registerTemplable(""nation™)

v
Read Schema

. Logical Physical Code
Analysis Optimization Planning Generation
SQL Query g
. o Selected
LLJnr_esolved Loakesl Plan Optimized Physical = Physical RDDs
ogical Plan Logical Plan Plans % Plan
O

DataFrame

Catalog

http://www.slideshare.net/databricks/building-a-modern-application-with-dataframes-52776940
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Chapter#1 Catalyst Optimization / SQL Execution Core

Register Table 0l Catalogfil 0| Relationzt Table 2SS X&SICL,

val _reqgion df =_sqlContext.read.load("hdfs://localhost:9000/user/vagrant/parguet/region”)
— iregion_df.registerTempTable("region™)

-

val nation df = sqlContext.read.load("hdfs://localhost:9000/user/vagrant/parquet/nation")
i nation_df.registerTempTable("nation™)
L -

v
) == Parsed Logical Plan ==
Register Schema Relation[r_regionkey#0,r_name#1,r_comment#2] org.apache.spark.sql.parquet.ParquetRelation2@a74ca45f

& Relation

== Analyzed Logical Plan ==
r_regionkey: int, r_name: string, r_comment: string
Relation[r_regionkey#0,r_name#1,r_comment#2] org.apache.spark.sql.parquet.ParquetRelation2@a74ca45f

, Logical Physical Code
ARalysie Optimization Planning Generation
SQL Query | 3
. o Selected
Unresolved . Optimized : s :
. Logical Plan]—‘ : Physical Physical RDDs
+ | PI I
Logical Plan .[ Logical Plan Plans | 3 Plan
DataFrame O
Catalog
\ Y J
LH H|0|& O|E2 nation/ region el ag|n AZ|OHERS http://www.slideshare.net/databricks/building-a-modern-application-with-dataframes-52776940
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Chapter#1 Catalyst Optimization / SQL Execution Core Miake The BestFor Smart Business

sH2HEl Datafamedil QueryE gt I, QueryE ™MX] Parsing SiCL.

conf.set ("spark.sql.parquet.filterPushdown", "true")

val result _df_=_sqlContext.sql(

SELECT n_name, n_nationkey
l FROM nation n join region r

WHERE n.n_regionkey = r.r_regionkey and r.r_name = 'ASIA'
ORDER BY n_name

Query Parsing

val result = result_df.collect()

. Logical Physical Code
SQL Query g
. Selected
Unresolved . Optimized : s .
A Logical Plan . Physical < Physical RDDs
DataFrame O

Catalog

http://www.slideshare.net/databricks/building-a-modern-application-with-dataframes-52776940
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Analyze THA|0llAM HEHAI0IM SSE! CatalogE lookupZ RelationS ZOHCE,

(" == Parsed Logical Plan ==
'Sort ['n_name ASC], true
'Project ['n_name,'n_nationkey]
'Filter (('n.n_regionkey = 'r.r_regionkey) && ('r.r_name = ASIA))
‘Join Inner, None
; 'UnresolvedRelation [nation], Some(n)
» ‘UnresolvedRelation [region]|, Some(r) i

== Analyzed Logical Plan ==
n_name: string, n_nationkey: int
Sort [n_name#4 ASC], true
Project [n_name#4,n_nationkey#3]
Filter ((n_regionkey#5 = r_regionkey#0) && (r_name#1 = ASIA))
Join Inner, None
Subquery n
Subquery nation
i Relation[n_nationkey#3,n_name#4,n_regionkey#5,n_comment#6] org.apache.spark.sql.parquet.ParquetRelation2@f3f0b73b
Subquery r
Subquery region
Ly Relation[r_regionkey#0,r_name#1,r_Comment# 2] org-apache.spark.sql.parquet.ParquetRelation2@a74cast

Logical Physical

i R Code
SQL Query © R
3 ‘/ Selected
Unresolved . Optimized : s S
: Logical Plan : Physical < >  Physical RDDs
Logical Plan | t Logical Plan Plans 3 | Blan
DataFrame O
Catalog o

http://www.slideshare.net/databricks/building-a-modern-application-with-dataframes-52776940
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Predicate push down S5 optmization ZF2E 7{X plan z[=s}

v
n_name, n_nationkey, n_regionkey

v

r_regionkey, r_name
r_name = ‘ASIA’

. Logical Physical Code
Analyeie Optimization ~ Planning Genaration
SQL Query %
et Selected
Unresolved . Optimized s .
Logical Plan m[Logucal Flan Logical Plan 3 Prg:fal RDOs
DataFrame O

Catalog

http://www.slideshare.net/databricks/building-a-modern-application-with-dataframes-52776940
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RelationO] Push down &! Filter 2} Projecte| ZZ1S 2H|=IM 10]| St= PhysicalRDDZ HY ZL}. (817l 2.0 7|E22=

FileScanRDD &!..
(== Optimized Logical Plan == D
Sort [n_name#4 ASC], true
Project [n_name#4,n_nationkey#3]
Join Inner, Some((n_regionkey#5 = r_regionkey#0))
Project [n_name#4,n_nationkey#3,n_regionkey#5]
i Relation[n_nationkey#3,n_name#4,n_regionkey#5,n_comment#6] org.apache.spark.sql.parquet.ParquetRelation2 |
Project [r_regionkey#0]
Filter (r_name#1 = ASIA)
— Relation[r_regionkey#0,r_name#1,r_comment#2] org.apache.spark.sql.parquet.ParquetRelation2 4
== Physical Plan ==
Sort [n_name#4 ASC], true
Exchange (RangePartitioning 200)
Project [n_name#4,n_nationkey#3]
l;coads:as.tﬂasmen_D:.:egiomse.y#.S.],_Ll:.tequnkey.#OJ,ﬁuﬂd.nght ................
iPhysicalRDD [n_name#4,n_nationkey#3,n_regionkey#5], MapPartltlonsRDD[l]
PrOJect [r_regionkey#0]
Filter (r_name#1 = ASIA) X
——— PhysicalRDD [r_regionkey#0,r_name#1], MapPartitionsRDD[3] !
: Logical Physical Code
Analysis S s 1 g
SQL Query | P - 5 g
: ‘ - Selected
14 .
IO e Logical Plan Optimized Physical = Physical RDDs
Logical Plan Logical Plan Plans >
‘ & L o) Plan
DataFrame O

Catalog ‘ \

Parquet 1=

http://www.slideshare.net/databricks/building-a-modern-application-with-dataframes-52776940

RDD ¢

IS0 &!|
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Make The Best For Smart Business

413l codegen/off-heap/encoding SS..

[ == Physical Plan ==
Sort [n_name#4 ASC], true
Exchange (RangePartitioning 200)
Project [n_name#4,n_nationkey#3]
BroadcastHashJoin [n_regionkey#5], [r_regionkey#0], BuildRight

Project [r_regionkey#0]
Filter (r_name#1 = ASIA)
PhysicalRDD [r_regionkey#0,r_name#1], MapPartitionsRDD[3]

\

PhysicalRDD [n_name#4,n_nationkey#3,n_regionkey#5], MapPartitionsRDD[1]

long count = @;

for (ss_item_sk in store_sales) {

if (ss_item_sk
count += 1;

}
}

Logical
Optimization

Analysis

1000) {

Code
Generation

Physical
Planning

SQL Query

Unresolved

Logical Plan Logical Plan

Optimized
Logical Plan

\ 4

Physical RDDs

Plans

Cost Model

|

Catalog

DataFrame

http://www.slideshare.net/databricks/building-a-modern-application-with-dataframes-52776940

32



Chapter#2 Structured Streaming Internals

Batch Execution on Spark SQL

DataFrame/ Logical
Dataset Plan
-~~~ Runsuper-optimized Spark

-~ jobsto compute results

Execution Plan J

Project Tungsten -Phase 1 and 2

Code Optimizations Memory Optimizations

Bytecode generation Compact and fastencoding
JVM intrinsics, vectorization Offheap memory
Operations on serialized data




Chapter#2 Structured Streaming Internals

Continuous Incremental |

|

DataFrame/ Logical
Dataset I l Plan Planner

Planner knows how to convert
streaming logical plansto a
continuous series of incremental
execution plans, for each processing
the nextchunk of streaming data

-xecution

4 N
Incremental

Y

Execution Plan 1
\_ J

/ N\
Incremental

Y

Y

Execution Plan 2
g J

e I
Incremental

\ 4

Execution Plan 3
\_ J

R
Incremental

Execution Plan 4
\_ J
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Chapter#2 Structured Streaming Internals

ConsoleSink.scala

override def addBatch(batchId: Long, data: DataFrame): Unit = synchronized {
val batchIdStr = if (batchId <= lastBatchId) {
s"Rerun batch: $batchId"
} else {
lastBatchId = batchId
s"Batch: $batchId"
Y

Al Zt LF o =
// scalastyle:off println AI‘E 1 BatCh7|- 1O DataFrame—E EO'I

println(" u) Ql_A_I i‘l El%l_..
println(batchIdStr)
println(" ")

// scalastyle:off println

data.sparkSession.createDataFrame(
data.sparkSession.sparkContext.parallelize(data.collect()), data.schema)
. show(numRowsToShow, isTruncated)

class ConsoleSinkProvider extends StreamSinkProvider with DataSourceRegister {
def createSink(
sqlContext: SQLContext,
parameters: Map[String, Stringl,
partitionColumns: Seq[String]l,
outputMode: OutputMode): Sink = {
new ConsoleSink(parameters)

}

def shortName(): String = "console"

}
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Chapter#2 Structured Streaming Internals

A&d Dstreams et ZMb=10 O|BA| AE & & A slil=7el ..

// Convert RDDs of the words DStream to DataFrame and run SQL query
words.foreachRDD { (rdd: RDD[String]l, time: Time) =>
// Get the singleton instance of SparkSession // Generate running word count
val spark = SparkSessionSingleton.getInstance(rdd.sparkContext.getConf) val wordCounts = words.groupBy("value").count()
import spark.implicits._
// Start running the query that prints the running counts to the console
val query = wordCounts.writeStream
.outputMode (" complete")
// Creates a temporary view using the DataFrame .format("console")
wordsDataFrame.createOrReplaceTempView("words") .start()

// Convert RDD[String] to RDD[case class] to DataFrame
val wordsDataFrame = rdd.map(w => Record(w)).toDF()

// Do word count on table using SQL and print it
val wordCountsDataFrame =
spark.sql("select word, count(x) as total from words group by word")
pr‘int ln(s"========= $time =========" )
wordCountsDataFrame.show()

query.awaitTermination()

Dstream Structured Streaming

36
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Cha pte r#3 Can / Can't! Make The Best For Smart Business

AHSI=F..

+415 -14 EEENR +511 -499 EEENE

+1,157 -0 EEEEN
+2,268 -23 EEEN +758 -0 NEEEN

+1,758 -273 HEEN
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Chapter#1 Structured Streaming Overview

input.select("device", "signal")

i .write
Append mOdeV\”th . .outputMode( "append™)
non-aggregation queries .format("parquet”)

.startStream("dest-path")

input.agg(count("*"))

Complete mode with -write . .
) ) .outputMode(“complete")
aggregatlon gqueries .format("parquet")

.startStream("dest-path")
Update Mode = ¥&.. OH&... -_-..

Append mode? aggregation®= 2HE.. flatMapk..

HE-d=
(IDZII-ZdE oI_I-EIZII-- T =T =2 s

org.apache.spark.sql.AnalysisException: Append output mode not supported when there are streaming aggregations
on streaming DataFrames/DataSets;
at org.apache.spark.sql.catalyst.analysis.UnsupportedOperationChecker$.org$apache$spark
$sql$catalyst$analysis$UnsupportedOperationChecker$$throwError(UnsupportedOperationChecker.scala:173)
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Sink

File Sink
(only
parquet in
Spark 2.0)

Foreach
Sink

Console
Sink

Memory
Sink

Supported
Output
Modes

Append

All modes

Append,
Complete

Append,
Complete

Usage

writeStream
. format("parquet")
.start()

writeStream
.foreach(...)
.start()

writeStream
.format("console")
.start()

writeStream
.format("memory")
.queryName("table")
.start()

Fault-tolerant

ves Parquet 22 &tof| 2
&
. [T 1T

Depends on

ForeachWriter

implementation

No

No

https://spark.apache.org/docs/latest/structured-streaming-programming-guide.html
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Spark Improvement Proposals

- Industry leaders on stage making fun of Spark's streaming model

AE2 15 MEE 20| OfL
- Users saying they chose Flink because it was technically superior 1., OFXMOo| 2M

and they couldn't get any answers on the Spark mailing lists

But H=totA| &l A scalability7t

The way structured streaming has played out has shown that there are e
significant technical blind spots (myself included).

website now, recommends Apache Spark for most anything. For
streaming in particular, there is a lot of confusion because many of the
concepts aren't well-defined (e.g. what is "at least once", etc), and it's
also a crowded space. But Spark Streaming prioritizes a few things that
it does very well: correctness (you can easily tell what the app will do,
and it does the same thing despite failures), ease of programming (which
also requires correctness), and scalability. We should of course both

http://mail-archives.apache.org/mod_mbox/spark-dev/201610.mbox/%3CCAKWXIVXRXgLtsiRnx3Evxg-K5zEttIXLU8=0VwZsTBr34TASig@mail.gmail.com%3E
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